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Consensus versus convergence

Large fault-tolerant servers are often designed as replicated state machines

» Server replicas each contain the full application and consistency between the replicas is
maintained with consensus

Consensus is an essential algorithm for fault tolerance
* This leads to a basic question: can consensus be implemented on the Internet?

* Yes! This was first proved in 1988 and the development of the Paxos algorithm by
Leslie Lamport in 1989 was of major importance for Internet development.

* We can say that the Internet from its birth in 1970 until 1989 was a “baby” Internet; it only
became “adult” since 1990 with the development of Lamport’s Paxos algorithm

But consensus is not really a satisfactory algorithm
* |t uses a brute-force approach: it forces nodes to accept decisions
* This leads to the question: can we achieve consistency without brute force?

Yes! This was shown by the development of convergent data types (CRDTs) by
Marc Shapiro et al (2011) and the CALM Theorem by Peter Alvaro et al (2011).
* Convergence is an alternative to consensus. Distributed coordination-free

programming (without consensus) based on convergence (CRDTs and the CALM
Theorem) is now a practical approach that is used in many industrial systems.



Replicated state machines



Replicated state machines

* RSMs are a popular approach for building highly robust
client/servers

* The application consists of n servers that each runs the
same code

* Each server has a log stored on stable storage
* The servers are kept coherent through consensus



ow to achieve a replicated log
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e Replicated log = replicated state machine
= All servers execute same commands in same order

e Consensus module ensures proper log replication

Clients

Servers

e System makes progress as long as any majority of servers are up

e Failure model: fail-stop (not Byzantine), delayed/lost messages

Image from April 2014, Ongaro and Ousterhout



Consensus specification



consensus

* |[n consensus, the nodes propose values
* They all have to agree on one of these values

e Solving consensus is key to solving many problems in
distributed computing
» Total order broadcast (aka Atomic broadcast)
* Atomic commit (distributed databases)
* Terminating reliable broadcast

 Many important tools on the Internet use consensus
(transactional databases, lock managers, orchestration,
cloud tools)
* Consensus can do “heavy lifting”



Consensus formal properties

C1. Validity

* Any value decided is a value proposed

* C2. Agreement
* No two correct nodes decide differently

* C3. Termination
* Every correct node eventually decides

C4. Integrity

A node decides at most once



Sample execution

propose(0) decide(0)
P1 1 u
propose(1) decide(1) crash
P2 u O *
propose(0) decide(0)
P3 u 1

= Does it satisfy consensus?

yes



Uniform consensus properties

C1. Validity

* Any value decided is a value proposed

C2’. Uniform Agreement
* No two nodes decide differently

* C3. Termination
* Every correct node eventually decides

C4. Integrity

A node decides at most once

11



Sample execution

propose(0) decide(0)
P1 1 u
propose(1) decide(1) crash
P2 u O *
propose(0) decide(0)

P3 o o

= Does it satisfy uniform consensus? no



Consensus interface

propose(v) decide(v)

* Events l ‘

 Request: propose(v)

* Indication: decide(v)
Consensus

* Properties:
* C1,C2 C3, (4



Consensus with
eventual failure detectors



Synchrony assumptions

* Consensus algorithm depends on synchrony assumptions

* Synchrony assumptions relate to
 different processing speeds of nodes
 different speeds of messages (channels)

* There are three basic kinds of distributed systems:
* Asynchronous system
* Synchronous system
e Partially synchronous system
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Asynchronous systems

* No timing assumption on nodes and channels
* Processing time varies arbitrarily
* No bound on message transmission time

* Many distributed algorithms are difficult or impossible
* In particular, fault-tolerant consensus is impossible

e Causality is the main tool!

* Lamport clocks or vector clocks to observe causality
* Total order not observable, no global hardware clock

* |s the Internet asynchronous?
* Looking only at IP and TCP, it seems to be...unfortunately
* But because it is hierarchical, it is saved from this terrible fate!



Synchronous systems

* These systems assume:

* Synchronous computation
* Known upper bound on node processing delays

* Synchronous communication
* Known upper bound on message transmission delay

* Synchronous physical clocks

* Nodes have local physical clock
* Known upper bound clock drift and clock skew

 What do synchronous systems look like?
* If they are fast, they have to be small (because of speed of light)
* The Internet is not synchronous



Partially synchronous systems

* Asynchronous system

* Which eventually becomes synchronous
 Don’t know when, but in every execution, some bounds eventually hold

* [t formalizes the following intuition:

* Your algorithm will have a long enough time window, where
everything behaves nicely (synchrony), so that it can achieve
its goal

* Are there such systems? Yes, a very big one...
* The Internet

18



Partially synchronous systems

* Your algorithm will have a long enough time window, where
everything behaves nicely (synchrony), so that it can achieve
its goal

* Mostly useful for terminating algorithms

enough time to achieve goal

- B
asynchronous synchronous
start system algorithm
synchronous terminates

from now on



Failure detectors

* Power of the failure detector depends on the synchrony

Synchronous system Partially synchronous system
suspect(p;)
crash(p;) restore(p;)
Failure detector Failure detector
P OP
“perfect” “eventually perfect”
Never makes mistakes! Can make mistakes at first, but

eventually never makes mistakes



The big question!

* Can we implement consensus with ¢P?

* This is absolutely nonobvious! The failure detector is completely unreliable
for an unknown time period, before becoming reliable.

* Major advance

* In 1988, Lynch, Dwork, and Stockmeyer demonstrated the solvability of
consensus for partially synchronous systems

* In 1989, Leslie Lamport presented the Paxos algorithm that solves consensus
for n nodes when number of failures < n/2 (majority correct)

* A majority of correct nodes is the theoretical best result
* Paxos was a crucial enabler for large Internet applications

e Raft algorithm

* In 2014, Diego Ongaro and John Ousterhout presented the Raft algorithm that
solves consensus and achieves the same degree of fault tolerance as Paxos,
but is much easier to understand



Raft algorithm



Raft overview

e Leader election
* Select one of the servers to act as leader
* Detect crashes, choose new leader
* Log replication
* Leader takes commands from clients, appends them to its log

* Leader replicates its log to other servers (overwriting
inconsistencies)

 Safety

* Only elect leaders with all committed entries in their logs

Raft slides from April 2014, Ongaro and Ousterhout



Server states

* At any given time, each server is either:

* Afollower: completely passive replica (issues no RPCs,
responds to incoming RPCs)

e A candidate: used to elect a new leader

* Aleader: handles all client interactions, log replication
* There is at most one viable leader at a time

time out, receive votes from
start start election majority of servers

N N X
k(Follower) (Candidate) ( Leader )

24



Terms

Term 1 Term2 Term 3 Term 4 Term 5

‘ 7 | § 7 time

Elections Split Vote  Normal Operation

e Time is divided into terms:

* Election
* Normal operation under a single leader

* There is at most one leader per term
* Each server maintains the current term number
* Key role of terms: to identify obsolete information



Randomized timeouts

* |f we choose election timeouts randomly:

1.0 -
0.9 - Timeout Range
s 0.8 ~ 150-150 ms
= 0.7 -
150-151 ms
£0.6 -
205- — 150-155 ms
g 0.4 —— 150-175 ms
E B 150-200 ms
O 0.2 -
0.1 - 150-300 ms
0.0 -
1 1 F T 1T rrrn 1 T TTHrn 1 | R 1 | I |

100 1000 10000 1e+05
Time Without Leader (ms)

* One server usually times out and wins election before
others wake up

* |f there is a tie, there is a timeout and a new election



Leader election

* Leaders send heartbeats to maintain authority

* Upon election timeout, start a new election:
* Increment current term number
* Change to candidate state
* Vote for self

* Send Request Vote RPCs to all other servers,
and wait until either:

1. Receive votes from majority of servers:
" Become leader, send heartbeats to all other servers

2. Receive RPC from a valid leader:
= Return to follower state

3. No-one wins the election (election timeout elapses):
" Increment term, start a new election



Raft visualization

* We now present some execution scenarios
to illustrate how Raft works

* (drawing on board or slides)



Resilience theorem
for consensus



Resilience theorem (1/3)

* An eventually perfect detector cannot solve consensus
with resilience t > n/2

* Resilience = how many failures it tolerates

* Proof by contradiction (specific case):
 Assume it is possible, and assume N=10 and t=5
 The OP detector initially tolerates any behavior

= Green nodes correct

= Blue nodes crashed .0 .0 .O .0 .O

= Detectors behave perfectly

= Consensus is 0 at time t x x x x x

30



Resilience theorem (2/3)

* An eventually perfect detector cannot solve consensus
with resilience t 2 n/2

* Resilience = how many failures it tolerates

* Proof by contradiction:
 Assume it is possible, and assume N=10 and t=5
 The OP detector initially tolerates any behavior

= Blue nodes correct

x x x x x = Green nodes crashed

= Detectors behave perfectly

Q@ @ @ @ @1 -cConsensusis1attimet,
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Resilience theorem (3/3)

* An eventually perfect detector cannot solve consensus
with resilience t 2 n/2

* Resilience = how many failures it tolerates

* Proof by contradiction:
 Assume it is possible, and assume N=10 and t=5
 The OP detector initially tolerates any behavior

For t, time, green nodes
suspect blue are dead
Green nodes decide 0

Thereafter detectors
behave perfectly

@0 @0 @0 @ @0
® @ & @ @

For t, time, blue nodes
suspect green are dead
Blue nodes decide 1

Thereafter detectors
behave perfectly

32



Proof technique

* We use a partitioning argument

 We look at executions

* Execution = sequence of configurations
* Schedule = sequence of events

e Reason on prefix of executions
* Schedule only contains events of green nodes...
* Schedule only contains events of blue nodes...

e Combine the two schedules...
* To make a new, valid schedule!



Achieving the theoretical result

* Paxos achieves uniform consensus for just under n/2 failures

* A majority of nodes must be correct
* This is the theoretically best result

Raft has the same resilience as Paxos

 This is a remarkable result!

* Because OP failure detectors can make mistakes for arbitrarily long time
* Systems using Paxos or Raft are practical and widely used on the Internet

e But...there is a fundamental problem with consensus
* |tis a brute-force algorithm! Can we do better?
e Let us start with an analogy...



An analogy



Internal combustion engine

* Engine converts gasoline to mechanical work
* Gasoline: high-quality energy

. . _ . 3-4 : Isothermal compression
Heat: IO\_N quality en_ergy _ 4-1 : Adiabatic compression
* Mechanical work: high-quality energy
* |t is a brute-force approach 1 <
* It makes a detour through low-quality energy %
* Converting heat to work is inefficient %
e Carnot’s Theorem: No engine operating between =
two heat reservoirs can be more efficient than a =
Carnot engine operating between the same B~ 3
reservoirs
« Maximum efficiency n=1-(T,/ T,) Entropy

* |s there a better way?

Carnot cycle
* Yes!

36



Consensus algorithm

* A consensus algorithm obtains
consistency by an explicit choice
e All nodes propose a value
* Consensus picks one of these values
* All nodes then use this value

* |t is a brute-force approach
* The algorithm forces a choice

* Itis high latency and nondeterministic
* Requires at least one round trip

e Resilience Theorem: For a ﬁartially
synchronous system (like the Internet), a
majority of nodes must be correct

* |s there a better way?
* Yes!

propose(0)

P1 O

propose(1)

P2 O

propose(2)

Ps3 O

decide(0)
——>

decide(0)
—a >

decide(0)
—a—>

Consensus algorithm



A better way!

* Electric motors instead of internal combustion engines

* An electric motor converts electrical energy (high quality) to
movement (high quality) at high efficiency, no detour through
low quality energy

* Convergence (CRDTs) instead of consensus

* A convergence algorithm obtains consistency directly by
monotonic convergence, no detour through brute-force
choice

e But can it work in practice?

* Are electric motors practical (battery storage, power)?
* |s convergence practical (efficient, expressive)?



Can it work?

* Most of the time, the answer is an unambiguous YES

* Consensus is still needed occasionally
* We will see the conditions in which consensus is still needed

* But most fault-tolerant replicated distributed
computation can be done without consensus

* We will show how consistency can be achieved in a replicated
system without using consensus

* Replicated state machines do not need consensus



Convergent consistency



Both easy and efficient

One of the holy grails of distributed systems is to make them both
easy to program and efficient to execute

Strong consistency (linearizability) is easy to program with (see
RSM) but inefficient (in general, requires consensus)

Eventual consistency (operations eventually complete) is efficient
to execute but hard to program with

Can we get the best of both worlds?

e Convergent consistency aims to combine the ease of strong consistency
with the efficiency of eventual consistency

e How can this work?

41



Back to basics

* A distributed system is a collection of networked
computing nodes that behaves like one system
(= consistency model)

 To make this work, the nodes will coordinate with each
other according to well-defined rules
(= synchronization algorithm)

* For example, a reliable broadcast algorithm guarantees the
all-or-none property: all correct nodes deliver the
message, or none do

42



How far can we go?

 We would like:

* the consistency model to be as strong as possible
(easy to program), and

e the synchronization algorithm to be as weak as possible
(efficient to execute)

* Let’s try the extreme case: the weakest possible
synchronization is no synchronization (no rules), which
enforces no consistency at all!

* So it’s clear we need some synchronization
 How little can we get away with?



A sweet spot: SEC

 Strong Eventual Consistency (SEC)

 The data structure is defined so that n replicas that receive
the same updates (in any order) have equivalent state

* The only synchronization algorithm we will need is eventual
replica-to-replica communication

* This consistency model is surprisingly powerful

* |t supports a programming model that is equivalent to a
concurrent form of functional programming

* |t supports both nondeterminism and nonmonotonicity

* It has an efficient, resilient implementation



Eventual consistency

e Commonly done for performance
e Requests can be initiated concurrently; multiple

Write
g Replical requests can be “in flight” simultaneously; replies
are returned as quickly as possible
* Writes are eventually propagated to all replicas;
Read reads are eventually handled by at least one replica

4l Replica2 * Consider a replicated database

* A write is done and immediately followed by a read
(without waiting for the write to finish)

e Does the read see the write?

Replica 3 « Sometimes yes, sometimes no!

* How should we think about this?
* The system has erratic behavior until it settles down

* How can we get rid of this?

45



Making the system less erratic

* Improve the design by making the system less erratic

* For eventual consistency there are several ways

* Use strong consistency (consensus). This fixes part of the
problem, but it is slow and nondeterministic.

* Use convergent consistency (Conflict-free Replicated Data
Types — CRDTs). A CRDT is a distributed data structure
that maintains consistency without needing consensus.

e Convergent consistency (e.g., Lasp, Antidote, or SwiftCloud):
* Reads observe previous writes
e Successive reads observe increasing set of writes
* Writes applied after observed reads

46



Convergent consistency

* Let us make this precise (ambiguity is the bane of distribution!)

* We use events e on objects k with visibility between events e;<,;;e, (“e, sees e;”)

(see “Principles of Eventual Consistency” by Sebastian Burckhardt)

x * Eventual consistency

* An operation is intermittent before becoming permanent

“All an object’s events are seen by all other events on that object,
except for a finite number”

* For all objects k: Ve€E,. {e’€EE, | e<,.e'}is finite
where E is the set of k’s events

* Convergent consistency

* An operation once done is seen forever

* “Event e of object k; once visible to k, is always visible to k,”
* Ve€E,,Ve',e”’EE,,: e<xe’Ne’' <"’ = e<,.e”

Highly recommended!

Free pdf!
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Consistency models conclusion

Strong consistency: the system obeys linearizability
* Easy to program but often inefficient because of synchronization

Eventual consistency: the system can support many concurrent
operations « in flight »

» Efficient execution but hard to program; still popular today

Convergent consistency: eventual consistency plus SEC
e Both efficient execution and easy to program

Not CAP but AP + ¢C = available, partition-tolerant, convergent

48
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CRDT definition

* How can we build convergent data structures?
* One way is the CRDT: Conflict-free Replicated Data Type

* A state-based CRDT is defined as a triple ((sq, ..., S,),m,q):

* (sq, ..., Sy) is the configuration on n replicas, with s,€S where S is a join semilattice
* ;:S—Vis a query function (read operation)

* m;:S—Sis a mutator (update operation) such that sEm(s)

* Periodically, replicas update each other’s state: Vi,j: s;/=s;Us; (join)

 Why is this convergent?
* Because the mutator always inflates the value and the periodic updates
always merge using the join operation
* This ensures that all replicas will eventually converge to the same value



Join semilattice

 The state-based CRDT is convergent because it is based on

a join semilattice

* Ajoin semilattice is a partially ordered set S that has a

least upper bound (join) for any nonempty finite subset:

e Partial order: Vx,y, z €S:
Reflexivity: xEx
Antisymmetry: xXEy A yEx = x=y
Transitivity: xXEy AyEz = xCEz
e Least upper bound (join): Vx,y €S: xLly €S
» z=xLly is an upper bound
e All other upper bounds are at least as large as z

c=allb

g
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Observed-Remove Set (1)

* Many CRDTs exist, too many to present in this talk
* We will show one nontrivial CRDT: the OR-Set

* The OR-Set supports both adding and removing elements

* The outcome of a sequence of adds and removes conforms to the
sequential specification of a set

* In a distributed system it’s more general: a remove will remove all
elements in its causal history

* In case of concurrent add and remove, the add has precedence

* The intuition is to uniquely tag each added element
* The tag is not exposed when querying the set content
* When removing an element, all tags are removed



Observed-Remove Set (2)

add(1) (1,{ah{}) U (1,{b},{b}) = (1,{a,b},{b})
| @ (1,{a,b},{b}) « Lisin the set »
| |

1 1 >
(1,{b},{}) X \ (1,{a,b},{b}) « lisinthe set»
M i ; >
join o
(1,{b},{}) (1,{b},{b}) (1{a,b},{b})  « lisintheset»
3 ' ' : >

I I

add(1) remove(1)

* Each replica stores triples (e,A,R) where e is the element, A is the set of
adds and R is the set of removes

* If (e,A,R) with A-R#{} then e is in the set
e All updates (both adds and removes) cause monotonic increases in (e,A,R)
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Theorem:
A state-based CRDT satisfies SEC

e Strong Eventual Consistency (SEC)

 We assume eventual delivery: an update delivered at some correct
replica is eventually delivered to all correct replicas

e Eventual replica-to-replica communication satisfies this

* An object is SEC if all correct replicas that have delivered the same
updates (in any order) have equivalent state

* Theorem: A state-based CRDT satisfies SEC
* Proof by induction on the causal histories of deliveries at the replicas
* Proof given in INRIA Research Report RR-7687

Marc Shapiro, Nuno Preguica, Carlos Baquero, and Marek Zawirski.
Conflict-free replicated data types. Technical Report RR-7687. INRIA (July 2011).
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Industrial use of CRDTs

* CRDT use is growing in industrial applications

* Many companies are using convergent data structures
* The following are just a few companies using CRDTs
* Several production-quality CRDT libraries exist

d = 2 G ?«

’ap 0
TomTOM GAMES
o "
TRIFORK. e i i sriak
Ahink softuare N SouNDCLOUD PROJECT

SCALITY

55



CRDTs in
replicated state machines



Can CRDTs replace consensus?

 Can we use CRDTs in replicated state machines?
* They would replace the data copies and the consensus algorithm
* If we could do this, then we would no longer need consensus!

* The data type problem

* The replicated state machine runs an arbitrary program
e But each CRDT implements just one particular data type

* We would need to design a custom CRDT that exactly fits the program
* Or we would need to shoehorn the program’s data into an existing CRDT

* There is as yet no general theoretical solution to this problem

e But in practice, the problem is often solvable
* There exist many CRDTs and some are very general
* Itis possible to compose CRDTs efficiently, e.g., with Lasp
* Arbitrary data types can be shaped into CRDT-like entities



A menagery of CRDTs

* Register: multi-value or last-write-wins
* Counter: unlimited, restricted (>0)

e Set: grow-only, observed-remove, ORSWOT

* ORSWOT: OR-Set Without Tombstones, especially nice
because it does not need garbage collection

e List: insert, remove (collaborative editing)

* Map: put(k, o), remove(k)

 Map of CRDTs (allows recursive data types)

* Graph: directed, monotonic DAG, edit graph

* File system: concurrent update/rename, hard links



SECROs, ECROs, and CScript

e Custom data types combining monotonic and nonmonotonic parts

» Strong Eventually Consistent Replicated Objects (2019)
* First approach that guarantees SEC without imposing restrictions on the
operations
* Compared to CRDT: no restriction on type, slower, less memory usage
* Competitive performance if the operation history is committed regularly
e CScript language supports both strong consistency and SEC

* High flexibility: arbitrary data types can be converted into highly available
replicated data types

» Explicitly Consistent Replicated Objects (2021)

* Conflicting operations are detected and handled statically with an efficient
analyzer based on a SMT solver

e Latency similar to CRDTs for commutative operations and reduced latency
for non-commutative operations



Further development of CRDTs

* New CRDTs
 CRDTs in SQL databases
* Generic undo support
* Improved efficiency, e.g., delta-state CRDTs
e Katara: synthesizing CRDTs with Verified Lifting
 Sliding window aggregations
* CRDT composition

* JSON CRDT: composition of lists and maps in arbitrary ways
* Lasp: DAG composition of sets and counters

* Programming with CRDTs
* Monotonicity types

* Mixed consistency programming (Gallifrey)
* Consistent reactive programming



CALM Theorem and
monotonic execution



CALM, Bloom, and Hydro

e CALM Theorem: Consistency as Logical Monotonicity
A problem has a consistent, coordination-free distributed implementation if
and only if it is monotonic (2011; proof published in 2016)

* Applicable to functional programming, CRDTs, and Lasp-style composition (2022)

* The CALM Theorem was proposed together with two systems

* Bloom is a logic language for monotonic programming (2011)
* Favors monotonic programming, allows nonmonotonicity
* Statements compute on collections of tuples, similar to SQL
* Execution proceeds as a sequence of atomic timesteps
* Each timestep is a purely declarative execution round
» Persistence is defined across timesteps
* Hydro is a compiler for distributed programs (2023)
» Supports programs with futures, actors, functional (e.g., Spark), logic (e.g., Bloom)
» Dataflow synchronization as lowest-level primitive operation
* Extended to support CRDTs and composition similar to Lasp



CALM theorem consequences

Real world
(nonmonotonic)

Interface

Distributed computing system

Monotonic execution

Real world
(nonmonotonic)

<——> |nterface

“——__ Monotonicity

boundary

 Distributed programming can be coordination-free if it is monotonic
* Butinteractions with the real world are usually nonmonotonic
 The boundary between nonmonotonic and monotonic execution is important

* Both functional programming and CRDTs are purely monotonic
* Adding CRDTs to functional programming makes the execution fault-tolerant
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The monotonicity boundary

Real world Networked computers

AN Monotonicity boundary

Monotonic execution

* The boundary between monotonic and nonmonotonic is a crucial part of the system
* Best results are obtained when as much as possible of the execution is brought inside the boundary
* The real world is usually nonmonotonic, but part of it could be built to be monotonic

& 7

Nonmonotonic execution

* For example, a microservice architecture is a popular way to organize applications
* It consists of a large number of independent pieces (microservices) that are connected together
* Most of today’s microservices are nonmonotonic (but not all: some are just pure functions)

* Microservices could be rewritten to have a monotonic behavior, with a monotonic API.

Then the microservices would move inside the boundary. ”



Lasp: a system for composing CRDTs

Real world
(nonmonotonic)

—

Interface =

N

Distributed computing system

Lasp execution (monotonic)

* A Lasp program is a directed graph of CRDTs
* Lasp was the first language that composed CRDTs (2015)
* To the programmer, Lasp is a pure functional language

Christopher Meiklejohn and Peter Van
Roy. Lasp: A Language for Distributed,
Coordination-free Programming. In
17th International ACM Symposium on
Principles and Practice of Declarative
Programming (PPDP 2015). 184-195
(July 2015), Siena, Italy.

* Lasp has an efficient execution that has been scaled up to 1024 nodes
* The PPDP 2015 paper won the 10-year most influential paper award at PPDP 2025

* Lasp execution obeys the CALM Theorem
* Compared to functional programming, adding CRDTs makes it fault-tolerant
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Simple Lasp program

e Lasp is a programming language for writing convergent computations

* A Lasp program is an acyclic directed graph of CRDTs connected by operations
* Operations: map, filter, fold, product, union, intersection
* Convergent dataflow execution using a resilient communication layer (hybrid gossip)

e Let us declare two sets and connect them with a map (with Erlang syntax)

* Sl=declare(set),
bind(S1, {add, [1,2,31}),
S2=declare (set),
map (S1, fun(X) -> X*2 end, S2).
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Theorem:
A simple Lasp program satisfies SEC

* Fault model: crash-stop, at least one replica correct

* Simple Lasp program: single CRDT instance or a Lasp process
with inputs from simple Lasp programs (directed acyclic graph
where node = CRDT instance, edge = Lasp process)

* Theorem: A simple Lasp program satisfies SEC

* Proof by induction on the program graph: Lasp program execution can
be reduced to a state-based CRDT execution

* Proof given in Lasp paper published in PPDP 2015 conference

Christopher Meiklejohn and Peter Van Roy. Lasp: A Lanquage for Distributed,
Coordination-free Programming. In 17th International ACM Symposium on Principles and
Practice of Declarative Programming (PPDP 2015). 184-195 (July 2015), Siena, Italy.
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Distributed semantics

Lasp programmer view Lasp actual execution

* The Lasp statement map(s,f,t) corresponds to a distributed
execution between two state-based CRDTs

* Stream s has n instances, corresponding to replicas s,, s, ..., S,
* There exists a mapping between programmer view and actual execution
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A large Lasp program:
the ad counter

e Consider a provider of mobile games that sells
advertisement space within their games

e Advertisements are paid according to a minimum
number of impressions (client views)

* Clients will go offline, and advertisements should
still be able to be displayed to the user
* Architecture
* Arbitrary number of clients (millions)
* Set of ads and set of contracts as OR-set CRDTs
* One counter CRDT per ad as G-counter (grow-only)

* One server process waits to disable each tracked ad

* This long-lived application is completely monotonic

* Ad disables, removals of ads and removals of contracts are
all modeled as monotonic growth of state

Ad counter scenario
provided by
partner Rovio in
SyncFree EU project
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Ad counter computation

Ad counter: clients view advertisements,
paid according to number of views

Product

All four data
structures are sets

Two processes
Product and Filter

e Ads={ad(id:l counter:C), ...}
Contracts={contracts(id:l), ...}

product(Ads, Contracts, AdsContracts)

F=fun (A C) -> A.id==C.id end
filter(AdsContracts, F, AdsWithContracts)
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Clients

Complete ad counter Counters

remove(1) read>5

New ads .
INC

remove(2) read>5

Product Filter

New contracts remove(a)

* Ads and contracts are OR-sets, counters are G-counters

* Ads and contracts can be added at any time, each ad has one
counter, AwC keeps track of active ads



Scaling up Lasp

e Lasp was scaled up to 1024
nodes in the Amazon cloud

* New system architecture

* Datacenter Lasp: the prototype
from 2015, using a consistent
hashed ring (riak-core)

* Hybrid Gossip Lasp: the new system,
based on Partisan gossip layer for
efficient scalable communication

e Novel workflow CRDT

e Scaling up gives engineering
difficulties: execution cannot be
orchestrated by a central task

* Sequence of grow-only map CRDTs,
where each map is from node
identifiers to booleans

* Uses workflow CRDT: bootstrapping,
node workload, node completion,
metrics aggregation and shutdown

GB Transmitted

Advertisement Impression Counter

L 1
DC/S HG/S HG/D DC/S HG/S HG/D DC/S HG/S HG/D DC/S HG/S HG/D

128 256 512 1024
(Client Number)

Comparison of state-based (/S) and delta-
based (/D) dissemination in both
Datacenter Lasp (DC) < 256 clients, and
Hybrid Gossip Lasp (HG) £ 1024 clients.

Christopher Meiklejohn, Vitor Enes, Junghun Yoo, Carlos Baquero,
Peter Van Roy, and Annette Bieniusa. Practical Evaluation of the Lasp
Programming Model at Large Scale. In 19th International ACM

Symposium on Principles and Practice of Declarative Programming
(PPDP 2017), Oct. 9-12, 2017, Namur, Belgium.
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Conclusions and the future

* Fault-tolerant distributed programming can be coordination-based
(using consensus, since 1989) or coordination-free (using convergence,

since 2011)

 Distributed, coordination-free programming has developed strongly
since CRDTs (2011) and the CALM Theorem (2011)

* Both CRDTs and their composition are a fundamental part of fault-tolerant
distributed coordination-free programming

* Current work focuses on new CRDTs, language support, and building systems

* This work continues to move into industrial platforms; CRDTs are already
widely used in industrial applications

 What will the future hold?

* Future programs will combine both approaches; convergence will replace
consensus in many places where consensus is used today

* Convergence is becoming a credible alternative to consensus!
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