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The life of Mozart

• The Mozart system, released as Mozart 1.0 in 1999, was a landmark
• Mozart was developed by Gert Smolka and the Programming Systems Lab of Saarland 

University.  Gert’s strong vision and enthusiasm led to the Oz language design and its 
implementation Mozart.

• Mozart implements the Oz 3 language, a true multiparadigm language, and provided state-of-
the-art support for constraints and distributed programming

• Mozart continues to live until the present day and is used to teach programming to hundreds 
of students yearly

• Topics
• Birth of Mozart and Oz
• Mozart in education
• Mozart activities
• Major Mozart applications

• Conclusions



Birth of Mozart and Oz



The prehistory of Oz
Prolog

Logic as a programming language

Concurrent logic programming
Logic for concurrent programming

Constraint logic programming
Logic for search-based solver

Concurrent constraint calculus
AKL language and system

Oz language and Mozart system
Full compositionality

Higher-order programming
First-class values

Kernel language semantics

1970

1980

1990
Unifying the

two areas

Logic for
two areas

Initial vision

Multiparadigm
programming1999



Unifying the two areas of logic programming

• In the 1980s, logic programming was divided into two disjoint research areas
• Concurrent logic programming
• Constraint logic programming

• A major research problem was how to unify them
• This would combine reasoning systems with concurrent and parallel compu7ng
• This would lead to a society of independent reasoning agents
• The AKL project at SICS successfully realized this unifica7on

• Oz is the direct successor of AKL
• Full composi7onality of all language concepts and syntax (break with Horn clauses)
• Higher-order programming and ubiquitous first-class values
• Clean factored seman7cs using kernel language approach
• High–quality implementa7on that successfully demonstrated the model



Timeline up to Mozart 1.0
• HYDRA German project (1991) led by Gert Smolka (DFKI)

• Complex deductive problem solving (needed for many DFKI projects)
• “Oz 0” initial language

• ACCLAIM European project (1992-1995)
• Advancing concurrent constraint programming
• Collaboration between DFKI, SICS, DEC PRL: Oz, AKL, and LIFE languages
• Oz 1 language (1993): first language, many experimental features

• PERDIO German project + PERDIO Swedish project (1996-1999)
• Joined efforts of DFKI and SICS on Oz, with UCL joining later
• First-class computation spaces and constraint programming (Christian Schulte)
• Oz 2 language (1996): first stable language 
• Oz 3 language (1998): conservative extension for components and distribution
• Mozart 1.0 full system (180000 lines C/C++, 140000 lines Oz)

CCL Workshop (Oct. 1992)
Informal release (Nov. 1993)

DFKI Oz 1.0 (Jan. 1995)
WOz ‘95 Workshop (Nov. 1995)

DFKI Oz 2.0 (Sep. 1996)

Mozart 1.0 (Jan. 1999)
Major release



Mozart 1.0

• Mozart 1.0 released 
in Jan. 1999
• BSD style open-

source language
• 10000 downloads 

during 1999-2001

• Widely used during 
period 1999-2009
• Last major release 

Mozart 1.4.0 in 2008



Photo of (some) Mozart developers

Members of the Programming 
Systems Lab at Saarland 
University during Mozart 
development (around 1996)

Apologies to any Mozart people 
missing on this photo



Mozart in education



The textbook



The textbook
• General programming textbook based on Oz published by MIT 

Press (2004), 929 pages
• Chapters organized according to programming paradigms
• More than 1000 program fragments, all can run on Mozart
• Main theme is concurrency (1/3 of the book)
• Translated into Japanese, Polish, French, and Spanish
• More than 10000 copies sold as of 2018

• This book follows in the fine tradition of Abelson/Sussman and Kamin’s 
book on interpreters, but goes well beyond them, covering functional and 
Smalltalk-like languages as well as more advanced concepts in concurrent 
programming, distributed programming, and some of the finer points of 
C++ and Java.
– Peter Norvig, Google Inc.

• The overarching achievement of this book is to be so provocative that one 
wants to engage the authors in debate about almost everything they say.  
Partly this is due to the chirpy writing style […] but mostly it is their 
delicious iconoclasm.
– Peter Gammie, book review, Journal of Functional Programming



Programming courses



Programming courses

• 2001-2003: KTH (Sweden), NUS (Singapore), UCL (Belgium)
• 2004-2025: UCL (Belgium)

• Initial skepticism (what the heck is this Oz thing, wouldn’t Java be better?)
• After two trial years, positive evaluations from students led to acceptance

• Two courses: second-year (all students) and third-year (CS majors only)
• More than 5,000 engineering students at UCL have followed the first course

• Oz used as primary language in at least 16 universities worldwide
• 2013-2018: Louv1.1x and Louv1.2x MOOCs on edX platform



Concepts-based approach
• Second-year course organized around programming 

paradigms and concepts
• Five paradigms are taught
• Formal semanNcs given for all concepts
• Oz is the only possible language, because of its simple 

syntax and semanNcs and factored design

• Importance of the second year:
• Students are mature enough to understand a course 

organized around programming concepts
• Students are mature enough to understand a formal 

semanNcs for all concepts
• Concurrency can be taught in the second year
• In the first year, it is beRer to introduce algorithmic 

thinking with a popular language (Python or Java)
• In the third year, students start to become aRached to 

their favorite language and syntax

• Course slides available:
hcp://www.info.ucl.ac.be/~pvr/linfo1104-handouts.pdf 

Functional programming 
Functions and recursion 
Higher-order programming 
Single-assignment variables 

Object-oriented programming 
Data abstraction 
Polymorphism 
Inheritance 

Functional dataflow 
No race conditions 
Concurrency transparency 
Streams and agents 

+ state (cells) + concurrency (threads) 

Actor dataflow 
Deterministic dataflow 
Nondeterminism where needed 

Active objects 
Object-oriented programming 
Actor dataflow 

+ ports (named streams) Java

Erlang

http://www.info.ucl.ac.be/~pvr/linfo1104-handouts.pdf


“Concurrency for Dummies”

• Concurrency is hard, because of nondeterminism
• The wrong way: shared state with monitors (like Java)
• A better way: multi-agent programming (like Erlang)

• The best way:
• Functional dataflow: there is no observable nondeterminism
• Functional dataflow with ports: add nondeterminism minimally

• Functional dataflow:
• Functional programming + dataflow variables + threads (+ lazy evaluation)
• All functional programming techniques are “lifted” to a concurrent setting
• Oz fully supports functional dataflow

• Course slides available:
http://www.info.ucl.ac.be/~pvr/functional-dataflow.pdf 

Concurren
cy

http://www.info.ucl.ac.be/~pvr/functional-dataflow.pdf


LogOz: Teaching concurrency in the first year

• We propose a first-year programming course based on progressive 
enrichment of multiagent microworlds
• Inspired by Logo and Toontalk, teaching higher-order programming and concurrency, 

but goes beyond them by adding distribution and fault tolerance
• Motivation for this course is the ubiquity of distributed applications on the Internet.  

At some point, it should be possible for a first course to present the important ideas 
of Internet programming at a high level of abstraction.

• The course uses a programming environment, LogOz, written in Mozart, 
and a curriculum that was tested on high school students
• For more information:

https://webperso.info.ucl.ac.be/~pvr/micromondes.html 

https://webperso.info.ucl.ac.be/~pvr/micromondes.html


The MOOC



Louv1.{1,2}x MOOC on edX platform

• MOOCs have become a popular way to offer courses on the Internet
• In May 2013, UCL joined edX and financed four initial MOOCs

• Louv1.{1,2}x received €40,000 for expenses and ½ teaching assistant
• Louv1.{1,2}x ran for five years 2014-2018

• Infrastructure
• edX platform, Pythia/INGInious exercise hosting platform, Mozart system
• Negotiation with MIT Press: 3 free chapters, 30% discount on textbook

• Course life
• A MOOC has its own life and dynamics like an on-campus course
• One TA managed the MOOC; I spent several hours/week answering questions



MOOC activity (lessons watched)
• Minutes watched per day on 

YouTube from first to last day 
of the course
• Peaks usually occur on 

Mondays when a new lesson 
starts (13 lessons, one or two 
per week)

• Important caveat: this graph 
does not take video
downloads into account

• For the first course: 
27,000 students enrolled

• For the second to fifth courses:
• Number enrolled decreased

gradually from 8,000 to 1,700
• Number who attempted the 

final exam decreased from
1,400 to 700

1 2,3 4,5 Midterm 6 7,8 9,10 11 12,13 Final
End of course

(May 12)

Start of first course (Feb. 17)

Guest
lecture



CorrectOz for detecting Oz program errors

• The MOOCs provided many online programming exercises for students
• Students make many mistakes!  How do we give feedback on student mistakes in a scalable way?

• The CorrectOz tool provides useful feedback on Oz program errors
• The tool contains an Oz parser and Oz abstract machine emulator, so it detects both syntactic and 

semantic errors.  For example, it can detect when a correct program is not tail-recursive.
• The parser implements an extended Oz syntax that includes ambiguity, so it can detect common errors 

such as missing keywords and misspellings (at the price of increased parsing time, since the parser 
searches for an acceptable parse)

• The tool detects around one hundred error markers, which we identified by analyzing actual student 
errors from the previous year’s course

• The tool gives useful feedback for around 80% of incorrect student programs
• The tool is available as open-source software

• For more information, see:
http://www.info.ucl.ac.be/~pvr/Magrofuoco_Nathan_33521100_&_Paquot_Arthur_60371000_2016.pdf 

http://www.info.ucl.ac.be/~pvr/Magrofuoco_Nathan_33521100_&_Paquot_Arthur_60371000_2016.pdf


Mozart activities



Mozart community activities

• MulXparadigm Programming in Mozart/Oz, Second InternaXonal 
Conference (MOZ2004)
• Held in Charleroi, Belgium in Oct. 2004, 49 registered parecipants, 23 

accepted papers (16 by people other than the language creators), 
proceedings published as Springer LNCS volume 3389

• Foreword to proceedings wrihen by Peter Norvig, Google Inc.

• MOGUL Mozart Global User Library
• It had 68 packages, with 58 by people other than the language creators



Mozart 2: A 64-bit implementation of Oz

• Mozart 2 is a clean 64-bit implementation of Oz 3, done by Sébastien Doeraene and Yves Jaradin 
and released in 2012
• Mozart 1.4.0, released in 2008, is a 32-bit system
• Mozart 2 is continually in use up to the present day for education (and some applications)

• Properties of Mozart 2
• It is a complete implementation of Oz including libraries except for constraint and distribution support
• It has a reflection interface that allows defining new implementations of kernel language operations 

within Oz (intended for distribution layer)
• It has a language extension to support list comprehensions, which seamlessly supports eager and lazy 

dataflow streams (concurrent agent = one line of code), by François Fonteyn (2014)
• It has a multicore extension, where each Mozart process has a dedicated port accessible from other 

Mozart processes.  Transparent distribution is done by copying values (no sharing), by Benoit Daloze 
(2014).

• For more information:
http://www.info.ucl.ac.be/~pvr/mozart2-design.pdf 

http://www.info.ucl.ac.be/~pvr/mozart2-design.pdf


Research activities around Mozart and Oz

• Modular support for fault-tolerant distributed programming
• Clean separation of distribution protocols from language emulator, for deep embedding approach 

of distribution, Ph.D. dissertation by Erik Klintskog (2005) (supervisor Seif Haridi)
• Redesign of failure detectors to support fault tolerance within the language, Ph.D. dissertation by 

Raphaël Collet (2007)

• Other doctoral dissertations (see also http://mozart2.org/publications/ ) 
• Alfred Spiessens. Patterns of Safe Collaboration. Ph.D. dissertation, Feb. 2007.
• Donatien Grolaux. Transparent Migration and Adaptation in a Graphical User Interface Toolkit. 

Ph.D. dissertation, Sep. 2007.
• Isabelle Dony. Design, Implementation, and Evaluation of MPVS: A Tool to Support the Teaching of 

a Programming Method. Ph.D. dissertation (supervisor Baudouin Le Charlier), Sep. 2007.
• Boris Mejías. Beernet: A Relaxed Approach to the Design of Scalable Systems with Self-Managing 

Behaviour and Transactional Robust Storage. Ph.D. dissertation, Oct. 2010.
• Ruma Rani Paul. Building Distributed Systems for High-Stress Environments using Reversibility and 

Phase-Awareness. Ph.D. dissertation, Oct. 2016.

http://mozart2.org/publications/


Ozma: Extending Scala with Oz concurrency

• Scala is a multiparadigm language interoperable with Java
• Developed since 2001 by Martin Odersky et al, it supports both functional and object-

oriented programming
• For concurrency, it provides monitors, futures, syncvars, channels, fork-join

• Ozma is a Scala extension that adds Oz functional dataflow + lazy evaluation
• Functional dataflow programs provide the full power of higher-order functional programming 

including both concurrency and lazy evaluation
• Functional dataflow programs are deterministic (no race conditions)
• Ozma is an implementation of the full Scala language, done by combining the Scala front end 

with the Mozart back end, realized by Sébastien Doeraene (2011)

• Presented at industrial conferences QCon 2011 and Strange Loop 2012
• For more information:

http://www.info.ucl.ac.be/~pvr/MemoireSebastienDoeraene.pdf 

http://www.info.ucl.ac.be/~pvr/MemoireSebastienDoeraene.pdf


Major Mozart applications



Major applications

• This table shows the largest applications that we know of in terms of how they use the 
strengths of the Oz language and Mozart system

Concurrency
Multi-agent

Distribution
Fault tolerance

Constraints
Symbolic

Higher-order

FriarTuck X
Strasheela X

NLP X X

iCities X X

Beernet X

DIVE X X

TransDraw X X

Ωmega X X X
LogOz X X



SimICS architecture simulator

• SimICS was the first system-level 
simulator that could boot a non-modified 
commercial operating system at the 
instruction level

• The core of SimICS is SimGen, written in 
Oz on Mozart since 1997, which compiles 
an architecture specification into the 
components necessary for its operation

• SimGen is still being used today (by Intel, 
up to at least 2020) on Mozart 2 and it is 
probably one of the longest lasting 
projects using Mozart

3. SimICS
SimICS is an instruction-set simulator developed at the
Swedish Institute of Computer Science (SICS). It
simulates one or more SPARC V8 processors, and
supports multiple physical address spaces, system-level
code, and emulation of the SunOS 5.x ABI for direct
analysis of user-level programs. The performance of
SimICS is acceptable even for large problems, with a
slowdown of around 25-75 per simulated processor.
SimICS itself is sequential, allowing it to be fully
deterministic, a crucial feature for an instrument.

SimICS allows a program to be studied interactively,
both for debugging and for profiling. Of primary
interest, SimICS can profile data and instruction cache
misses, translation look-aside buffer misses, and
instruction counts. These figures can be weighted,
sorted, and related to source code lines, allowing the
programmer to quickly zoom in on the portions of code
that consume resources.

SimICS has evolved over 7 years, and has absorbed
almost 20 man-years of effort.

3.1. SimICS interpreter
The core of SimICS is a variation of threaded code
(Bell 1973). Interpreters execute programs by running a
central fetch-decode-execute loop. Some simple design
ideas improve performance. Firstly, the target program,
in object code format, is translated to an intermediate
format, which is in turn interpreted. Whereas the target
instruction set is designed for interpretation by
hardware, the intermediate format is designed to be
easy for software. During execution, this intermediate
code is then cached. A variety of data structures keeps
track of when to regenerate intermediate code.

For each intermediate format instruction there is a small
segment of code, called a service routine, that emulates
the effects of that instruction, as well as performing any
administrative tasks for the simulation, such as event
queues, instruction pipeline, etc.

There are several ways of dispatching these service
routines; Figure 1 shows the four most common. These
are: subroutines called from an inner loop, a large
“switch” statement, directly addressable labels, and
function calls relying on tail call optimization. SimICS
primarily uses addressable labels using GCC (Stallman
1992), but can also run using tail recursion.

The process of implementing, and supporting, an
industrial-grade complete instruction set simulator is a
significant task. An instruction set will typically require
several hundred different service routines. The core
interpreter of SimICS is therefore implemented using a
metatool, SIMGEN, which automates a range of tasks
related to interpreter design (Larsson et al 1997).
SIMGEN works from a simulation-oriented specification
of the target instruction set, see Figure 2. Currently, it
will design the intermediate format, and then generate a
decoder, disassembler, encoder, and set of service
routines. Metatools such as SIMGEN have been in use
for some time, the contribution of SIMGEN is that it can
generate faster interpreters than is practical to do
manually. One way it accomplishes this is by
generating versions of the interpreter that gathers
service routine usage statistics, which it can then take as
input to regenerate a faster interpreter.

SIMGEN essentially solves two porting issues. Firstly,
the support of new instruction sets is greatly simplified,
since SIMGEN works from a high-level specification.
An earlier, handwritten SPARC V8 interpreter
(Samuelsson 1994) consisted of some 10,000 lines of C
macros, and was reimplemented using only 2,000 lines
of specification. SIMGEN has also been used to generateFigure 1 – Interpreter models

Figure 2 - SIMGEN Overview
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iCities agent simulator

• iCities was a European project (2001-2003) to study emergence in on-line communities
• iCities used Oz on Mozart to implement a parallel agent simulation platform for clusters

• In 2002, the system ran on 16 AMD Athlon 1900+ computers with 100 Mbit Ethernet under Linux, 
achieved speedup of 11 to 14

simulator	architecture	



FriarTuck tournament scheduler
• FriarTuck is a round-robin sports tournament 

scheduling application based on constraint 
programming
• It was initially implemented in Oz on Mozart in 

1999 by Martin Henz using Mozart’s constraint 
solver and GUI tools

• This software scheduled several sports 
tournaments in England and the USA in 1999 
and 2000

• The company still exists today and is called 
Workforce Optimizer
• The solver was replaced by a custom 

solver using heuristic local search using 
pseudo-boolean 0/1 models with max-SAT



NLP in Oz

• A 323-page book for computational 
linguistics in Oz was published in 1999
• Some chapters:

• A Chart Parser for Context Free Grammars 
• Chart Parsing for Unification Grammars 
• Active Chart Parsing 
• Constraints in Semantic Underspecification 
• Word-Order and Dependency Structure 
• Constraint-Based Dependency Parsing 
• Concurrent Chart Parsing

Denys Duchier



Conclusions



The good, the bad, and the ugly

• The good:
• Oz was a pioneer in concurrent programming.  The Oz approach to concurrency is based on a core of 

functional dataflow using dataflow variables, adding nondeterminism only where needed.  This 
approach is now being used in most big-data analytics tools.

• Oz was a pioneer in constraint programming. The Oz approach to constraint programming was further 
developed by Christian Schulte in Gecode, and the ideas of this approach are now widely used.

• Oz was a pioneer in the deep embedding approach to distribution.  This approach is still not widely 
used, although steps in this direction are being made, e.g., remote futures.  One big step is 
synchronization-free programming using CRDTs, which avoid nondeterminism in distributed systems.

• The bad:
• Technical support for the Mozart system decreased after 2009, when only UCL continued to use and 

support it. Mozart continued to be used for education, but its use in research decreased.

• The ugly:
• The Oz syntax is unusual and this hindered the adoption of Mozart.  Unlike the Erlang community, 

which created Elixir, the Mozart community failed to recognize and solve this problem.



Conclusions

• We have presented an overview of the life of the Mozart system from its inception up 
to the present day

• Mozart and the Oz language achieved some notable successes:
• Mozart 1.4.0 is a high-quality system that successfully implements multiparadigm programming 

with a simple factored semantics and including constraints and deep embedding of distribution
• Oz is a practical language for teaching programming using the concepts-first approach. Five 

paradigms including functional concurrency are taught in a second-year course, including a 
formal semantics for all concepts. Oz is used in teaching up to the present day.

• By using Oz as its main language, the CTM textbook presents programming as a unified 
discipline.  It is arguably the first textbook to successfully do this.

• For more information see:
• “A History of the Oz Multiparadigm Language”, HOPL IV, PACMPL 4(83), June 2020.

http://www.info.ucl.ac.be/~pvr/hopl20main-p14-p-329dcad--final.pdf 
• HOPL IV talk video and course videos available on my Youtube channel @PeterVanRoy

http://www.info.ucl.ac.be/~pvr/hopl20main-p14-p-329dcad--final.pdf
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